REINFORCEMENT LEARNING

[Read Chapter 13]

[Exercises 13.1, 13.2, 13.4]

Learning from interactions with the world (or control
learning)

Learning to achieve goals

Control policies that choose optimal actions

Learning about, from, and while interacting with an
environment

Learning what to do |how to map situations to
actions| so as to maximize cumulative reward

Q learning



Learning from Interactions with the World or ...

An agent receives sensations or percepts from the environment throu gh its
sensors and acts on the environment through its e ectors and occasionally
receives rewards or punishments from the environment

The goal of the agent is to maximize its reward (pleasure) or minimize its
punishment (pain) as it stumbles along in an a-priori unknown, uncertain

environment

Reinforcement Learning addresses the question of how
an autonomous agent that senses and acts in its en-
vironment can learn to choose optimal actions to
achieve its goals.

Each time the agent performs an action (e.g. playing
chess) in its environment, a trainer may provide a
reward or penalty to indicate the desirability of the
resulting state

Task: Learn the correct sequence of actions that yields
the greatest cumulative reward

Delayed reward



. or Control Learning

Consider learning to choose actions, e.g.,
1. Robot learning to dock on battery charger

2. Learning to choose actions to optimize factory
output

3. Learning to play Backgammon, Chess, Bridges,
Tic-Tac-Toe, ...

Note several problem characteristics:

1. Delayed reward

2. Opportunity for active exploration

3. Possibility that state only partially observable

4. Possible need to learn multiple tasks with same
sensors/e ectors



Supervised Learning | Reinforcement Learning

Supervised Learning

Experience = Labeled Examples

Supervised

Inputs P> Learning

System

P> Outputs

Jbiective — Minimize Error between desired and actud outputs

Reinforcement Learning

Experience = Action-induced State Transitions and Rewards

Inputs P

Reinforcement
Learning
System

B> O tputs = actions

t

Objective — Maximize reward



Reinforcement Learning

Learner is not told which actions to take

Rewards and punishments may be delayed

Sacri ce short-term gains for greater long-term gains

The need to trade-o between exploration and ex-
ploitation

Environment may not be observable or only partially
observable

Environment may be deterministic or stochastic

reward



Reinforcement Learning

Key elements of an RL System

Policy — what to do
Reward — what is good

Model of
environment

Value — what is good because it predicts reward

Model — what follows what

An Extended Example:
+

Assume an imperfect opponent:
—he/she sometimes makes mistakes

X| 0
Xlo

IC-

acC- 1 Ot

} X moves

} O moves

} X moves

} O moves

} X moves



Simple RL Approach for Tic-Tac-Toe

Make a table with one entry per state

State U s) — estimated probability of winning

H 0.5

H 0.5 Now play lots of games.

# 1 win To pick our moves,

" _ look ahead one step

05 draw K Possible next stat

Pick the next state with the highest estimated probability of
winning [the largest V(s)l a greedy move; Occasionally pick a

move at random |an exploratory move

startng posiuon

S — the state before our greedy m
sc — the state after our greedy mo

\\\\\
\\\\\

“Exploratory” move

ot Wanten Wanten W anden W ot Woandny !

We increment each® V(s) toward V(s9 |[a backup

V(s) V(s)+ [V(sh V()]



The Agent-Environment Interface

>[ Agent
state |Irreward action
S t &
:4 le1 [
5.1 | Environment
| St l

Agent and environment interacts at discrete time
steps t=0;1;2;:::

1. Agent observes a state at time t: st2 S
2. Produces an action at time t: ar 2 A(st)
3. Gets a resulting reward: rie1 2 <

4. And a resulting next state: St+1 2 S

Jirre N Tteag N Tiag .
@q @%ﬂ @f’hz @ehs




Policy and Goal

The agent learns a policy

1. Policy attime t, ¢: Is a mapping from states to
action probabilities t(s;a). That is the probability
that a; = a when s = s

2. Reinforcement learning methods specify how the

agent changes its policy as a result of experience

The agent's special goal is to get as much rewards
as it can over the long run

1. A goal should specify what to achieve, not how
to achieve it

2. A goal is typically outside the agent's direct con-
trol

3. The agent must be able to measure success, ex-
plicitly and frequently during its lifespan



Rewards

Suppose the sequence of rewards after time tis

Ft+1 o Tt+2 M43 5

What do we want to maximize?

In general, we want to maximize the expected return
E[R¢] for each time t

Episodic tasks: Interaction breaks naturally into episodes
e.g. plays of a game, trips through a maze, ...

Rt = Tieg + g2 v+ 07

where T is a nal time step at which a terminal state
IS reached, ending an episode

Continuing tasks: Interaction does not have natural
episodes

»
— 2 3 — k
Rt = rgg1 + Nigo+ “rgz + “lpgg t = N+ k+1
k=0

where 0 1 is the discount rate
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Examples

1. Pole Balancing Task: Avoid failure, i.e. the pole

falling beyond a critical angle or the cart hitting end
of track

As an episodic task where episode ends upon fail-
ure:

Reward = +1 for each step before failure
) Return = number of steps before failure

As an continuing task with discounted return:

Reward = 1 upon failure
) Return = K for k steps before failure

In either case, return is maximized by avoiding
failure for as long as possible

2. Driving Task: Get to the top of the hill as quickly as

possible. Reward = 1 for each step where not at
the top of the hill
) Return = number of steps before reaching top

of the hill. Return is maximized by minimizing the
number of steps taken to reach the top of the hill
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Notation

In episodic tasks, we number the time steps of each
episodes starting from zero

We usually do not have to distinguish between episodes,
so we write st Instead of si; for the state at step
of episode |

Think of each episode as ending in an absorbing state
that always produces a reward of zero:

r,=+1 r,=+1 r,= +1 r,=0

We can cover all cases by writing:

* k
Rt = N+ k+1

k=0

12



The Markov Property

By the state at time t, we mean whatever informa-
tion is available to the agent at time t about its
environment

The state can include immediate sensations, highly
processed sensations, and structures built up over
time from sequences of sensations

|ldeally, a state should summarize past sensations so
as to retain all essential information; it should have
the Markov Property

13



Markov Decision Processes

If a reinforcement learning task has the Markov Prop-
erty, then it is basically a Markov Decision Process
(MDP)

If state and action sets are nite, it iIs a nite MDP

To de ne a nite MDP, you only need to specify:
1. State and action sets

2. Transition probabilities (or, one-step dynamics):
PSo= Prfsgg = s¥j sy = s;a; = ag
8 s;sY2 S;a2 A(s)
3. Reward probabilities:
R20= Efrey j St= Sjat = aSta1 = SY

ssO ~
8 s;5Y2 S;a2 A(s)
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Example: Finite MDP for Recycling Robot

At each step, the robot has to decide whether it
should

1. Actively search for a can

2. Wait for someone to bring it a can, or

3. Go to home base and recharge battery

Searching is better but runs down the robot's battery

If the battery runs out of power while the robot is
searching, then it has to be rescued (which is bad)

Decisions made are based of the current energy level
high or low

Reward = number of cans collected
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Value Functions

The value of a state is the expected return starting
from that state

Depends on the agent's policy

State-value function  for policy

»
V (s)= E fRyjst=sg= Ef Xy jst= sg
k=0

The value of taking an action in a state under policy
IS the expected return from that state, taking that
action, and thereafter following

Q (s;a)= E fRt ] st= s;at = ag
»

= Ef krt+ k+1 J St = S;at = ag
k=0
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Optimal Value Functions

For nite MDPs, policies can be partially ordered

0i v (s) V (s)foral s25S

There is always at least one (and possibly many)
policy that is better than or equal to all the others.
This is an optimal policy . We denote them all by

Optimal policies share the same optimal state-value
function

V (s)=max V (s)forall s2 S

Optimal policies also share the same optimal action-
value function

Q (s;a)=max Q (s;a)forall s2 S and a2 A(s)

This is the expected return for taking action a in
state s and thereafter following an optimal policy

17



Why Optimal State-Value Functions are Useful?

Any policy that is greedy with re spectto V is an optimal policy

Therefore, given \/, one-st ep-ahead search produces the
long-term optimal actions.

What about Optimal Action-Value Functions?

GivenQ |, the agent does not even
have to do a one-step-ahead search

f(s) argmaxQ (s,a)

a *A(S)
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Exploration|Exploitation Dilemma

Suppose you form action value estimates

Q(a) Q(a)
2’ argmaxQ,(a)

The greedy action atzis
a a Y exploitation

a. za Y exploration
You can’t exploit all the time; you can’t explore all the
time
You can never stop exploring; but you should always
reduce exploring

"-Greedy Action Selection

Greedy a a argmaxQ(a)

&g: with probabilityl H

HGreedy Tandom action with probability H
Q(a)/ W
Pr(choosing action aat time t)
Boltzmann | " gQb)/V

| b1
where Ws computatimal tempeature

19



Markov Decision Processes

Assume
Finite set of states S
Set of actions A

At each discrete time agent observes state St 2 S
and chooses action a; 2 A

Then receives immediate reward It
And state changes to  Si4q

Markov Assumption:
St+1 = (st;ay) and r¢ = r(st; at)

1. i.e., rt and s{+7 depend only on current state
and action

2. Functions and r may be nondeterministic

3. Functions and r not necessarily known to agent

20



Agent's Learning Task

Execute actions in environment, observe results, and

1. learn action policy . S A that maximizes
E[re+ rag + g + 00

from any starting state in S

2. here 0 < 1 is the discount factor for future
rewards

Note something new:

1. Target function is ST A

2. but we have no training examples of form hs; ali

3. training examples are of form his; ai;ri

21



Reinforcement Learning Problem

Agent

State Reward Action

Environment

Goal: Learn to choose actions that maximize

2
'yt ar +9°r

0 + ... ,where0<g<1

2
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Learning an Action-Value Function

Estimate Q for the current behavior policy

. 41 N {42 R
Omran. &

St+1’at+1 St+;’ 3t+2.

After every iteration from a non-terminal St

Q(st;at)  Q(st;at)t  [re+r + Q (St+15at+1 ) Q(st;at)]

If St4+1 Is terminal, then Q(St+1 ;8t+1 ) =0

Value Function

1. To begin, consider deterministic worlds ...

2. For each possible policy the agent might adopt, we can
de ne an evaluation function over states
V (S) M+ rg + Prep + 00
x
T+ |
i=0
Where r¢;ri+1 ;::: are generated by following policy starting

at state s

3. Restated, the task is to learn the optimal policy

argmax V (s);(8s)
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Value Function | Deterministic World

Ol 100ty ° —t —t
- Ci 90 o 100 0
Al | Ajsi | A A | A | A
g1l ¥ 9| ¥ | 100 |y [y
Sl 20 — —
_ - 81 o 90 g 100
‘72 <81 - -
Q(s; a) values V (s) values
— - G
A
I
— —

One optimal policy



What to Learn?

We might try to have agent learn the evaluation func-
tion V  (which we write as V )

It could then do a look-ahead search to choose best
action from any state s because

(s)=argmax [r(s;a)+ V ( (s;a))]

A problem:

1. This works well if agent knows .S A! S, and
r-S AlK<

2. But when it doesn't, it can't choose actions this
way

25



Action-Value Function | Q Function

De ne new function very similar to V

Q(s;a) r(s;a)+ V ( (s;a)

If agent learns Q, it can choose optimal action even
without knowing !

() =argmax_ [r(s;a)+ V ( (sia)]

(s) = arg max Q(s;a)

Q is the evaluation function the agent will learn

Training Rule to Learn Q

1. Note Q and V closely related:
V (s) = max Q(s;aY

2. Which allows us to write Q recursively as

Q(si;ar) = r(spa)+ V ( (s;ar)
= r(st;a)+ max Q(st+1 ;a9

3. Nice! Let @ denote learner's current approximation to
Consider training rule
Q(s;a)  r+ max Q(s5a)
aO
Where sCis the state resulting from applying a in state s

26
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Q Learning

Qs.a mQs,a D, .maxQs,a Qs.a

Initialize Q (s, a) arbitrarily
Repeat (For each ¢pisode):
Imtialize »
Repeat (for each step of episode):
Choose a from s using policy derived from { (e.g., e-greedy)
Take action a, observe r, &
Ofs.a) « Q(s, a) +a [r + y maxy O(s', @") — O, )]
§ — 5"
until § 1s terminal

27



Q Learning for Deterministic Worlds
For each s;a initialize table entry  Q(s;a) 0
Observe current state s

Do forever:
1. Select an action a and execute it
2. Receive immediate reward r
3. Observe the new state  sY

4. Update the table entry for Q(s;a) as follows:

Q(s;a)  r+  max Q(s5a)



Updating O

72 100 90 100
R % — ;g R ™
+81 - +81
aright
Initial state: Sl Next state’S,
Q(Sl;aright) r+ mg-ox Q(sz;a)
0+0 9 max163;81;100¢9
90

notice if rewards non-negative, then

(8s;a;n) Qp41 (s;a)  Qn(s;a)

and

(8s;a;n) 0 Qn(s;a) Q(s;a)
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Convergence Theorem | Deterministic Case

Q converges to Q. Consider case of deterministic
world where each hs;ai visited in nitely often.

Proof : De ne a full interval to be an interval during which
each hs;ai is visited. During each full interval the largest
error in @ table is reduced by factor of

1. Let OQn be table after n updates, and n be the maximum
error in  Qn; that is

n = max jOn(s;a) Q(s;a)j

2. For any table entry  Qn(s;a) updated on iteration n+1, the
error in the revised estimate On+1 (s;a) is

jQnsi(sia) Q(sia)j = j(r+ max Qn(sia))
(r+ max Q(s%aY) |
= jmax On(s®aY max Q(s%aYj
max jQn(s5a)  Q(s’a)]
max jQn(s™a)  Q(s™a)]
jQn+1 (s;2)  Q(s;a)] n
3. Note we used general fact that

Imax fi(a) maxfz(a)] maxjfi(a) f2(a)]

30



Convergence Theorem | NonDeterministic Case
What if reward and next state are non-deterministic?

We redene V;Q by taking expected values

V (s)  E[re+ rig + “rap + 1]
* i
E[ M+ il
1=0

Q(s;a) E[r(s;a)+ V ( (s;a)]
Q learning generalizes to nondeterministic worlds

Alter training rule to
Qn(s;a) (1 n)Qn a(sia)+ nlr+max Qn 1(sa’)]

Where
1

1+ visits n(s;a)

Can still prove convergence of Oto Q
[Watkins and Dayan, 1992]
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Sarsa Algorithm

Turn this into a control method by always updating
the policy to be greedy with respect to the current
estimate

Initialize (s, @) arbitrarnly
Repeat (for each episode):
Imtialize s

Choose 2 from § using gll_g}r deriv

R riFuns 1% LEL%FLAE LF WRLFE E I—l' - T

ed

[— N = A

om ( (e.g., e-greedy)
Repeat (for each step of episode): '

Take action a, observe r, s’
Choose o' from 5' using policy derived from O (e.g., £-greedy)

0(s.a) « Q(s,a) +a [r + ¥ Q(s',a) — O(5,a)]

e i— o' o A’
> AN W wm L ]

until 5 is terminal
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Temporal Dierence Learning

Temporal Dierence (TD) learning methods

1. Can be used when accurate models of the envi-
ronment are unavailable; neither state transition
function nor reward function are known

2. Can be extended to work with implicit represen-
tations of action-value functions

3. Are among the most useful reinforcement learning
methods

TD Prediction Problem . Policy Evaluation
For a given policy , compute the state-value func-
tion V

Simplest TD method, TD(0):

V() mV(s) DB, N(s,) V(s) @
[ | |

target: an estimate of the return

33



Simplest TD Method

V(s)) mV(s)) [r, V(s,) V(s)

34



Dynamic Programming

V(s) mMES? ., Y(s)

O O O
\L (!)&/Q\ ’ ()

Bootstrapping: Update involves an estimate

G OFQ O
oo N /

Bootstraps and Samples

Sampling: Update does not involve an expected value
1. DP does not sample

2. TD samples

35



Advantages of TD Learning

TD methods do not require a model of the environ-
ment, only experience
TD methods can be fully incremental

1. You can learn before knowing the nal outcome

Less memory
Less peak computation

2. You can learn without the nal outcome

From incomplete sequences

TD converges (under certain assumptions to be de-
tailed later)

36



Optimality of TD(0)

Batch Updating: train completely on a finite amount of data,
e.g., train repeatedly on 10 episodes until convergence.

Compute updates according to TD(0), but only update
estimates after each complete pass through the data.

For any finite Markov prediction task, under batch updating,
TD(0) converges for sufficiently small D

Example | TD-Gammon

Learn to play Backgammon (Tesauro, 1995)
Immediate reward:

+100 if win

-100 if lose

O for all other states

Trained by playing 1.5 million games against itself.
Now comparable to the best human player.
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Temporal Dierence Learning
Q learning: reduce discrepancy between successive Q estimates

One step time di erence:

QW (si;ar)  re+  max O(sw ;a)
a

Why not two steps?

Q@ (si;ar) ri+ rgg + 2 max Q(st+2 ; Q)

Or n steps?
QMW (si;ar) e+ ria + + O Drn o+ nmgx Q(st+ n; @)

Blend all of these steps:
h

Q (sar) (1 ) QW(sya)+ Q @W(sya)+ Q¥ (syar)+
Equivalent expression:

Q (spa)= re+ [(1 )max Q(s;ag+ Q (St ;ar)]

TD( ) algorithm uses above training rule
1. Sometimes converges faster than Q learning
2. Converges for learning V for any O 1 (Dayan, 1992)

3. Tesauro's TD-Gammon uses this algorithm
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Subtleties and Ongoing Research

Replace Q table with neural net or other generalizer

Handle case where state only partially observable

Design optimal exploration strategies

Extend to continuous action, state

Llearn anduse *:S A! S

Relationship to dynamic programming
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